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Foreword
PROFESSOR JASON REESE FRSE

The high-performance
revolution
The revolution wrought by computers
hasn’t been and gone – it’s only just started.
Our interactions with computers every day,
from the railway station ticket machine to the
smartphones in our pockets, have made us
blasé about their role at the centre of our
society and economy. But new generations
of computers are opening up the secrets
of the Universe, at the same time as offering
increasing productivity in business.
While computers have been a staple of
research in universities since the Second
World War, a major, and as yet unrealised,
opportunity is for companies to benefit from
the same high-performance computers.
Fast and efficient simulation and design
of new products and technologies is needed
in SMEs as well as in major industries.
Using high-performance computers,
which need not be in the same town or city,
companies can not only complete larger
design projects, but also run many more at
the same time. Running many simulations
in parallel will enable them to optimise their
product designs more quickly and efficiently.
The commercially-sensitive data can be as
secure on these regional supercomputers
as on in-house machines.

If Scotland is going to be well placed to
make the best out of this unfolding revolution,
then we need to train the next generation of
researchers and industrial designers. Courses
in high-performance computing and simulation
should be on the science and engineering
curricula of our universities and colleges.
The excellent computer facilities we have
across Scotland offer a fertile training ground.
Tomorrow’s science- and technology-driven
economy needs people equipped to create
and run it.
This issue of Science Scotland highlights the
diversity and quality of computational work
going on in Scotland. The different projects
are not isolated from each other: the same
computer facilities can be accessed from
offices or living rooms in different cities, so
projects can be run effectively even though
the participants are geographically spread.
This is a truly connected and joint endeavour.
And we have only just started to realise the
unique power of computational science and
engineering to generate economic impact
at the same time as world-leading research
results.
Professor Jason Reese FREng FRSE
Regius Chair of Engineering
University of Edinburgh
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ASSESSING THE POTENTIAL OF SPONTANEOUS
MEMBRANE-TRANSLOCATING PEPTIDES (SMTPS) TO
CONSTRUCT NOVEL DRUG DELIVERY SYSTEMS.
PICTURE: DR KARINA KUBIAK-OSSOWSKA,
UNIVERSITY OF STRATHCLYDE.

Who’s afraid of
supercomputing?
A new type of “user-friendly” supercomputer
installed in the centre of Glasgow is helping to
prove to industry and academic researchers
– in Scotland and beyond – that greater quantity
can equal greater quality...
Maxim Fedorov is a man on a mission – to promote the use
of supercomputing; not only because it's a smart way to
solve complex problems in industry and scientific research
but also to create new jobs and boost the economy.
According to Fedorov, the Director of the West of Scotland
Academia–Industry Supercomputer Centre (ARCHIE-WeSt,
www.archie-west.ac.uk), based in the University of
Strathclyde, Scotland has more supercomputer “cores”
(the equivalent of CPUs, or central processing units) per
head of population than most other countries. “The
infrastructure and the people are already in place,” he
explains, “and this presents fantastic opportunities for
Scotland. The only limit is our own imagination.”
ARCHIE-WeSt was installed in 2012 after Strathclyde won
a bid (led by Professor David Littlejohn) for £1.6 million in
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funding from the UK's Engineering and Physical Sciences
Research Council (EPSRC), as part of a plan to establish a
network of regional centres which would serve as hubs for
supercomputing and encourage collaboration between
industry and academics. The process of winning the bid
and installing the system (made by Dell) in only three
months, to meet the EPSRC deadline, was a stellar
achievement of the project team, says Fedorov – such
projects typically take at least 12 months.
Today, the multi-faculty centre is being used to model
everything from molecules interacting in fluids to armies
fighting each other in battle (see sidebar). “ARCHIE-WeSt
is relatively easy to manage,” says Fedorov, requiring a
support team of only five people, compared to other
supercomputers which need dozens of technicians.
Another major selling point is access to a pool of different
specialists right on the doorstep – for example, engineers
who understand car manufacturing or biologists who know
about producing pharmaceuticals. ARCHIE-WeSt also
operates as a consortium of five universities in the west
of Scotland – Glasgow, Glasgow Caledonian, Stirling,
West of Scotland and Strathclyde.

PROFESSOR MAXIM FEDOROV

There is a “quantum leap” from personal
computers to supercomputers, says
Fedorov, but ARCHIE-WeSt is tailored to
the needs of smaller organisations,
including small to medium-sized
enterprises (SMEs), who can be trained
to use it relatively quickly without going
too deeply into the more esoteric
technical details.
Fedorov speaks from experience, having
been a major user of supercomputers in
various countries worldwide because of
his own work in molecule modelling or
“solvation science.” And now he is in
charge of ARCHIE-WeSt, he is keen to
spread the word about supercomputing
so potential users get a new perspective
on what it can do for their organisation.
Academics and industry have very
different time scales when it comes to
research, with university departments
sometimes focusing on the same project
for years, while companies often demand
a result within weeks, but ARCHIE-WeSt
can cope with this, says Fedorov, because
it adapts very quickly to changes in use.

Collaboration makes
all the difference
For Fedorov, a specialist in computational
chemical physics and molecular
biophysics, coming to Glasgow was
an easy decision to make. Before
Strathclyde, he worked at several leading
institutes, including the Max Planck
Institute in Leipzig and the University of

Cambridge, after graduating from the
Russian Academy of Sciences in 2002;
but his current job presented an
opportunity to broaden his horizons and
advance his career – and his personal
research – in ways that had never been
possible elsewhere. “Strathclyde enabled
me to diversify and do more experimental
research,” he explains. In the past, to
do his research in solvation (modelling
solvent molecules to study how
they interact with solute ions,
macromolecules and nanobjects),
Fedorov had to fly thousands of miles to
do a simple experiment (e.g. dissolving a
compound in water) or rent CPU time,
but now he only needs to walk a few
yards down the corridor to get all the
computational and experimental
resources he needs.
Having a “local” supercomputer is
not always the answer, however. In
Fedorov's opinion, the optimal use of
resources means making it easy to share
all the hardware and software as well
as ideas. “What I like most about
Strathclyde is the spirit of collaboration
among all the different departments,”
he says. “In many places, it is hard to
collaborate, even within a department,
and different departments like Physics
and Chemistry often seem like different
planets. But here in Strathclyde, and
in Scotland as a whole, there are no
barriers to collaboration, with other
academics or with industry. The
ARCHIE-WeSt team itself is a good
example of such interdisciplinary
collaboration: Paul Mulheran, our
Operational Director, is from Chemical
Engineering; Richard Martin, our High
Performance Computing (HPC) Manager,
has a PhD in Physics but then became
interested in supercomputers. Our User
Support Officer, Karina Kubiak-Ossowska,
and our HPC System Administrator,
Jonathan Buzzard, also have
interdisciplinary backgrounds. And,
together, this contributes to the overall
success of ARCHIE-WeSt, as most of us
are not only HPC facility administrators
but also active researchers, which helps
us to understand better our users’ needs.”

CASE STUDIES

Google on
steroids
To illustrate how ARCHIE-WeSt
and supercomputing can do
more than people imagine,
Fedorov cites the example of
one recent user, a company
which wanted to analyse its
manufacturing methods and
global supply chain, to see if
it was worth making more
components in-house or
finding better sources.
The supercomputer facility
then became what Fedorov
describes as “Google on
steroids,” searching for
suppliers and identifying
possible suppliers. As a result,
the company was able to make
a more intelligent decision
about future production. “This
proves how supercomputing
can change how a business is
run,” says Fedorov, “including
its investment decisions.”

Where do all
the drugs go?
Fedorov’s group plans to use
ARCHIE-WeSt in collaboration
with other Strathclyde
academics and their colleagues
at Glasgow Caledonian
University to model what
happens to all the pollutants –
including pharmaceuticals such
as antibiotics – we flush down
the toilet.
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CASE STUDIES

The battle
never ends
To celebrate the 700th
anniversary of the battle of
Bannockburn (1314), the Digital
Design Studio of the Glasgow
School of Art in conjunction
with Historic Scotland
used ARCHIE-WeSt as the
computational workhorse to
render 160,000 frames of
animation for state-of-the-art
motion capture technology to
create a 270o immersive 3D
re-enactment of the battle for
the visitor centre near Stirling
– consuming over 2.5 million
core-hours of compute time.

SIMULATION OF PROTEIN ADSORPTION. PICTURE: DR KARINA KUBIAK-OSSOWSKA, UNIVERSITY OF STRATHCLYDE.

The team’s Production Manager,
Jared Benjamin, said: “We
currently have access to 100 fast
nodes at ARCHIE-WeSt. The
pricing is competitive and remote
access has been simple and fast,
as has the upload of supporting
files and download of produced
rendered files. Consequently, we
can use ARCHIE as an extension
of our own in-house rendering
capability from our desktops.
We would recommend its use
to anyone.”

Modelling
underwater
noise
The underwater noise
(hydroacoustics) caused by
industrial activities, in particular
shipping, is an area of growing
concern, because of its
potential effects on marine life.
The group of Professor Osman
Turan in the Department of
Naval Architecture and Marine
Engineering at the University
of Strathclyde is using ARCHIEWeSt and computational fluid
dynamics (CFD) software to
predict the underwater noise
radiated by ships in a realistic
environment, “within a time
frame which would not
otherwise be possible.”
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Trends in
supercomputing
Configuring the right type of supercomputer
means striking a balance between different
user requirements. Having your own system
can offer greater control over security,
scheduling and architecture, but it’s much
more expensive; while using remote
machines is also expensive and wastes lots
of time – and puts you at the mercy of system
administrators.
ARCHIE-WeSt (with 3,408 cores capable
of almost 38 Teraflops, plus 150TB of data
storage) may not meet the needs of a large
corporation, but Fedorov points out that some
large industrial users simply should buy their
own systems. If he can steer users in that
direction, he feels he is doing his job to
promote the use of supercomputers per se
– with his centre serving the role of a hub as
well as providing a service to regional and
international organisations. “We’re not here
just to sell CPU hours,” says Fedorov,
“but to serve as a platform or entry point
for supercomputing.”
In addition, ARCHIE-WeSt avoids many
problems with training and security issues
because it uses industry-standard
components. “Good standards and practices
not only make the system easier to manage,”
says Fedorov, “but also make it easier to
transfer skills, share knowledge and
collaborate.”

Currently, there are basically three types
of supercomputers:
1 very large national centres
2 industry-oriented systems for
specific research
3 local clusters with 100 to 1,000 cores
Over the last few years, supercomputers and
their applications have also gone through
different phases or “fashions,” as part of a
trend towards more computational science.
For example, computational molecular

scientists can “play around” with molecules
ad infinitum, but this can have its down side,
too, because the interactions between
molecules in condensed molecular systems
(of which our body is a good example) are
so complex and involve “astronomical
numbers.” As a result, he continues, “there
was a time when academic supercomputers
spent up to 40 per cent of their time
simulating moving molecules around, or
spent a year answering one simple question.”
In the early days, the big pharmaceutical
companies thought that their supercomputers
“would solve all their problems,” but Fedorov
believes this underestimated the complexity
involved – for example, how the body digests
(or metabolises) drugs, as well as problems
with toxicity. The journey from conceiving the
first theoretical model of drug action to
getting a drug on the market also involves
many stages, so because of the complexities
faced by the industry, at one time the big
pharmaceutical companies “fell out of love”
with their giant machines.
However, interest in supercomputing
applications in the pharmaceutical sector
is rapidly increasing again. The industry now
recognises that it has to study not only the
biological activity of drug candidates but also
other issues such as solvation, to improve
the physical–chemical properties of existing
bioactive compounds (e.g. solubility, stability
and storability) before going on to develop
new drugs. Solvation is therefore a critical
issue, and Fedorov describes it as
“the science where nanotechnology
meets chemical engineering, physics and
chemistry,” with supercomputers providing
the power to do the research.
During his own career, Fedorov – like many
other biophysicists and chemists – has
dreamed of developing a blockbuster
product or at least playing a key role in its
development, stressing the importance
of the need for more sustainable and
people-friendly products.

He also stresses the need to build supercomputers which are
very good at handling a specific job as well as more diverse
research needs. ARCHIE-WeSt meets that mid-scale
requirement, he adds, while the big pharmaceutical companies
are falling in love again with very large supercomputers, because
they are so useful in genome research and ground-breaking
areas such as synthetic biology and personalised medicine.
“The challenge for researchers is complexity,” says Fedorov.
“We have a fundamental knowledge of the laws of physics
which govern our world, but not of the complexity of interactions
– for example, the synergy of interacting molecules. We can use
a so-called ‘brute force approach’ and try out every possible
combination, but a model is only an approximation of reality
– so we must be more selective in identifying candidates for
modelling.” The stakes are increasingly high, he explains.
For example, a developer may start off with 1,000 to 10,000
possible bioactive compounds for testing, and reduce this to
about ten final candidates for clinical trials, and even then fail
to make money. Many molecules may look extremely promising
in terms of their biological activity but may not be very soluble,
or have low chemical stability or unpredictable side-effects.
And no matter what the challenges are, computer models
come up with the answers much quicker than doing lots of
experiments (which is not to say the computational techniques
avoid the hazards of experimental research such as, for
example, the unknown toxicity of new molecules).
Fedorov also strongly believes that “science should not be
conducted in ivory towers,” but should meet practical needs.
“There are so many ‘simple’ questions of practical interest
which we still cannot answer,” he says, “but when you have a
supercomputer, you can ask it almost anything – as long as
you have the right model.”

Promotion of supercomputing
To attract potential industrial and academic users in Scotland,
including small to medium-sized enterprises (SMEs),
ARCHIE-WeSt is promoted in three different ways. As well
as tapping academic networks and personal contacts, the
centre reaches out to the community through advertising and
workshops, guided by the centre's industrial advisory board.
The centre also puts academics together with industrial
partners to encourage collaboration and leverage funding.

“The opportunities are endless,” says Fedorov. “Companies
could solve a lot of very complex problems with facilities like
ARCHIE-WeSt, and one of my jobs is to make sure they are not
scared of supercomputers. Just a few years ago, you had to be
more expert to take full advantage of supercomputing, and know
how to write lines of code, but there are not so many technical
barriers now, thanks to the development of new tools and
protocols. You can even run a supercomputer program from
your mobile phone.”

Future trends
As time goes by, new factors will be introduced to
supercomputing, including social media and ethics.
For example, by analysing comments on Twitter, a large
corporation may change its approach to its business, while
ethical considerations may also have an increasing impact
on business decisions.
The real innovation does not lie in hardware and software, says
Fedorov, or even in exploring new dimensions of computing,
but in bringing different parts of the system together, including
different scientific disciplines and people. “And larger quantity
can equal better quality,” Fedorov comments.
The future of supercomputing in Scotland is something that is
very much on Fedorov's mind: “The economic opportunities for
supercomputing in Scotland are underdeveloped,” he says. “For
example, we know less about the interior of Earth than we do
about outer space, and our experimental capabilities in this area
are (and will presumably continue to be) very limited. However,
in terms of modelling, our capabilities are limited only by our
own imaginations, so major industries like oil and gas could
benefit greatly from supercomputing – like every other industry
in Scotland – by modelling and visualising what they cannot see.”

when you have a
supercomputer, you can
ask it almost anything –
as long as you have
the right model.

INVESTIGATING FLOW IN CENTRIFUGAL COMPRESSORS.
PICTURE: DR GREGORZ LISKIEWICZ, LODZ UNIVERSITY OF TECHNOLOGY, POLAND/UNIVERSITY OF STRATHCLYDE (RESEARCH COLLABORATOR OF DR MATTHEW STRICKLAND)
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Solutions that
go with the flow
PROFESSOR YONGHAO ZHANG

A team of researchers at the University of
Strathclyde is taking advantage of recent
advances in hardware and software to bridge
the gap between engineering and multiple
branches of science – all concerned with
“the physics of fluids.”
It's a science which deals with everything from new
designs of spacecraft and ‘lab on a chip’ devices, to drug
discovery and oil & gas exploration. And it's also a science
which brings Professor Yonghao Zhang, the Director of the
James Weir Fluids Laboratory (JWFL) in the University
of Strathclyde, into contact with all sorts of people, from
engineers and physicists to chemists and product
designers. ‘Fundamental flow physics’ or fluid dynamics is
relevant to virtually all forms of life and physical functions,
underpinning new developments in energy, sustainability,
nanotechnology, health and transport – and the science
is being revolutionised thanks to recent breakthroughs
in computing.
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According to Zhang, the wide availability of ‘middleware’
and open source software* and the rapid acceleration
of computational power have had a huge impact on
mechanical engineering, as well as on many other
scientific disciplines. The middleware and open source
codes enable him to focus on what he does best – building
“specialist solvers” to simulate highly complex
(unconventional and multiscale) fluid dynamics and build
experimental platforms for microfluidics and complex
fluids – while the more routine functions of the software
are handled by middleware and open-source codes which
anyone can access. “In other words,” says Zhang, “we do
not need to reinvent the wheel every time we develop new
computational software.”
* open source: software that is free to download and to modify,
and which often attracts a community of enthusiastic
software developers who share their code modifications.

Zhang describes his simulation tools as
an “enabling technology,” and what they
enable today is light years ahead of the
tools available when he was a student
in China. While he was doing his first
degree, Zhang had to queue up for
computer time, and while doing his
Master's degree in fluid mechanics in
the mid-1990s, he was lucky to have
access to an IBM PC. “At that time, we
had limited power for simulation of fluid
dynamics,” says Zhang, “so we had to
reduce the complexity of simulations
– for example, developing 2D models
for turbine aerodynamic simulations
rather than the 3D (three-dimensional)
simulations we are doing today. Twenty
years ago, we simply had to be realistic
about what we could do, and the focus
of research was very different. Now, I
have access to supercomputers such as
ARCHER and ARCHIE-WeSt (based in the
Universities of Edinburgh and Strathclyde,
respectively), and the focus has shifted
from simple, single-phase fluid dynamics
to multiscale and multiphase studies.”
As Zhang explains, this means
researchers can “visualise what you can’t
see experimentally.” Two decades ago,
the best computers available might have
been good enough for product design –
for example, to design new petrochemical
facilities. But now they work at molecular
and hydrodynamic levels and design new
hardware to send into space, or simulate
the “chaos” of turbulence flow along with
particles, so engineers can improve new
pipeline design or extend the life of
existing facilities by analysing where the
strengths and weaknesses are in the
network. “We are no longer working
simply with empirical formulae but with
3D direct numerical simulations, which
help us understand chaotic interactions,”
says Zhang.
In his current work at JWFL, Zhang is
tackling more and more complicated
processes in fluid dynamics, including
simulation of corrosion and erosion,
porous media studies and micro droplet
technology. This is a natural development
for someone who was not content to
spend his life in industry and wanted to
do more ground-breaking research.
In industry, he solved existing problems
(e.g. flow meter testing), but now his
work enables the development of future
solutions.

Zhang also see his current work as part
of the trend towards more computational
science, rather than experimental
science, making the invisible visible
through simulation. His work also
involves more parameters than ever
before – for example, analysing rarefied
gas dynamics using highly complex
mathematical formulas, or developing
new methods to simulate realistic
molecular models. But even though he
deals with the future of fluid dynamics
and “practical solutions for the engineers
of the future,” Zhang never loses sight of
the need for practical solutions, to solve
the technological – and economic –
problems facing the world today.
Another theme which interests Zhang is
how to develop new tools to “bridge the
gap between engineering and science,”
to solve the complex problems of fluid
dynamics “with multiple underlying
physical mechanics and multiple spatial
and temporal scales,” taking advantage
of sophisticated simulation tools rather
than depending on trial and error to
develop new systems and products.
One good example is his work in micro
droplet technology, which enables the
development of new biomedical products,
such as the ‘droplets on a chip’ devices,
which monitor and diagnose various
health functions. Instead of trying out a
range of different designs in the real
world, the researchers can simulate how
the designs will perform – thus saving
time and money and improving the final
design. Similarly, Zhang explains, fluid
dynamics are an integral aspect of many
technologies, from spacecraft to oil and
gas pipelines and shale gas extraction –
all of which are dealt with by researchers
at JWFL.

Zhang never loses
sight of the need
for practical
solutions, to solve
the technological
– and economic –
problems facing
the world today

Micro Droplet
Technology
The chemical/biochemical
manipulation of microscopic
droplets is a key process in the
chemical, pharmaceutical and food
industries. It also plays a key role
in research areas such as DNA
analysis, protein crystallisation
and cell encapsulation.
Many scientists believe that the
technology will revolutionise the
nature of chemical engineering
and the manufacture of fine
chemicals. And researchers at
the James Weir Fluids Laboratory
are seeking to break new ground
by “analysing and modelling the
effects of large surface tension
and electric charge on droplet
formation, translation, breakup
and coalescence in microsystems,
to enable the rational design and
operation of droplet-based
miniaturised devices.”

Pore–scale
Studies
Pore-scale studies analyse how
fluids flow in porous media
(e.g. rocks) and predict the flow
properties of porous media – for
example, unconventional gas flows
in ultra-tight porous media. One
major application is to improve the
low recovery rate of shale gas by
understanding gas flow dynamics
in nano/micro pores (very small
holes in rocks).
The research group at the James
Weir Fluids Laboratory aims to
build on its recent advances in
modelling rarefied gas flows
by gaining fresh insights into
unconventional gas transport
mechanisms in ultra-tight porous
media, without extracting pore
networks – i.e. by simulation
rather than by experimentation.
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PATTERNS OF MOLECULAR SPEED DISTRIBUTION OF RAREFIED GAS.

What has accelerated progress in the science of fluid
dynamics more than anything else in the last few years is
easier access to open-source programs, according to
Zhang. This new environment provides more accessible
ready-to-implement tools and means that lots of work that
used to be a time-consuming “novelty” for scientists has
now become much more routine, enabling the developers
to focus on more complex systems and make better use
of their available resources.

The ultimate goal
What Zhang hopes to achieve in his career is the
development of new types of tools which will enable future
engineers to test, design and optimise the next generation
of fluids technology. “The ultimate goal,” he explains,
“is to make the new technology more flexible as well as
much more practical, and reshape the knowledge base.”
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He also sees this trend reflected in the way that science
is taught nowadays, exposing students of “conventional”
subjects such as physics or mechanical engineering to less
conventional subjects such as molecular fluid dynamics
– as well as computational science. Engineers need to learn
more about physics, and physicists may need to do more
engineering research. For example, knowing more about
phenomena such as rarefaction can have a big impact on
the development of new industrial materials such as
aerogels for high-performance heat insulation, says Zhang.
Zhang’s recent work has focused on three major topics:
1 Fluid flows in porous media
2 Corrosion and erosion
3 Micro droplet technology

The ability to simulate
fluid dynamics is an
enabling technology which
will help shape the world
of tomorrow.
When it comes to porous media, Zhang is developing sophisticated models to
understand what happens with shale oil and shale gas extraction – another basic
example of fluid dynamics. Without a proper understanding of the flow of the oil
or the gas through the rock, it is hard to predict the flow in the reservoir as a
whole. Much more complex factors come into play in the flow model, and better
understanding of the process will not only help to predict the rate of extraction
but also improve the efficiency and economics. And the more the model gets
down to the nano scale, the better it is.
“In the past, engineers have had to work with many empirical or even arbitrary
parameters,” Zhang explains. “This may have been 'educated guesswork', but
today we need more rigorous science.”

Corrosion and erosion can also be analysed “more scientifically” thanks to
recent advances in hardware and software which enable Zhang and colleagues
to simulate how particles in oil and gas impact the pipeline. It is easy to
understand how a pure liquid will flow through a pipeline, but harder to predict
how collisions caused by particles (impurities such as sand) will impact the
interior surface of pipes. Zhang’s software can study these collisions in detail,
including speed and “angle of attack,” as well as rotational impact.
“This helps to visualise something very hard to observe in the real world,” says
Zhang, “using statistical models to predict the impact on specific locations and
also predict where the impact will cause the most damage.” By predicting the
rotation and the impact of the particles, the corrosion and erosion model not
only helps the design of new pipelines but also helps extend the lifespan of
existing pipes. “The computers help us simulate the interaction of particles
on a fine scale,” Zhang adds – so we can “see” what happens in the pipeline;
just as microscopes and telescopes first helped us see the micro and the
macro worlds.

What is fluid
dynamics?
Fluid dynamics is the
science of fluids (liquids
and gases) in motion,
including aerodynamics
(the study of air and
other gases in motion)
and hydrodynamics
(the study of liquids
in motion), calculating
properties such as flow
velocity, pressure, density
and temperature.
Applications include
helping aircraft design,
measuring the flow rate
of oil and gas through
pipelines, predicting
weather patterns,
traffic engineering,
understanding nebulae
and even modelling
the detonation of
nuclear weapons.

The new research on micro droplets is already helping improve the design of
the “lab on a chip” by predicting the behaviour of the fluids which transport
them, so researchers can control flow and send the droplets to particular
locations to perform required functions. The droplet size can also be controlled
so that the miniaturised device can operate without any moving components,
producing a smaller and more integrated design.
As he describes these recent breakthroughs, Zhang declares that the science
of fluid dynamics has the potential to enable unforeseeable future technology,
thanks to turbo charging by computers. “The ability to simulate fluid dynamics
is an enabling technology which will help shape the world of tomorrow,”
he concludes.
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Big future
for big data
Bigger is not always better, but big data could
hold the key to success for an initiative that
brings together disciplines across the University
of Edinburgh, looking at everything under the
Sun, from blogs to Higgs bosons...
“Eighteen months ago, I was a sceptic,” says Professor
Richard Kenway, Tait Professor of Mathematical Physics
at the University of Edinburgh. “Maybe it was only hype
– another next big thing.”

As the head of a project to bring together every department
in Edinburgh to exploit the advantages of data science,
Kenway has become a leading advocate for this exciting
new branch of science and believes it could transform
all kinds of research, as well as teaching. According
to Kenway, Edinburgh Data Science will facilitate
collaboration between different disciplines, encourage links
with industry as well as public services, and also have a
long-term impact on education, with many students
learning data science as an integral part of their courses.

But even though Kenway's office is only a stone's throw
away from that of Nobel Prize-winning physicist, Emeritus
Professor Peter Higgs, he's not referring to the multibillion-dollar quest for the elusive elementary particle
named after his illustrious neighbour, but to a new kind of
science that is taking up more of his time every day: data
science, or what is commonly known as “big data.”

Kenway's experience with computational science and
supercomputers goes back many years, using the most
powerful systems available to pursue his own research in
physics, exploring “theories of elementary particles using
computer simulation of lattice gauge theories, particularly
the strong interactions of quarks and gluons described by
quantum chromodynamics (QCD).”
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In the early 1980s, says Kenway, Edinburgh researchers in particle
physics were keen to get their hands on the most powerful, affordable
computers they could find, so they could compete with international
researchers in simulating QCD. The researchers also played a useful
role in the development of supercomputers because their “esoteric”
calculations were a technological challenge for companies such as the
UK's ICL, who manufactured some of the early machines. “We were
pushing the trend,” says Kenway, “in the drive to be more innovative by
exploiting the new parallel architectures for computing.” When the
Edinburgh Parallel Computing Centre (EPCC) opened in 1990, this
accelerated the activities and provided bigger and better machines for
researchers in different departments, as well as building bridges with
industrial partners. It was a “symbiotic” relationship with industry,
creating mutual benefits for everyone, and the ability to simulate
extremely complex processes was a huge advance for engineers and
scientists, including physicists, biologists and medical researchers.

Thank you, Benedict Cumberbatch
With such a strong background in physics as well as computational
science (see sidebar), Kenway is not only in charge of the Edinburgh
Data Science project but is also the trailblazer for the university's
involvement in the Alan Turing Institute for Data Science, which will be
headed by the universities of Edinburgh, UCL, Warwick, Oxford and
Cambridge. The new institute, with £42 million in Government funding,
will be headquartered at the British Library in London. Its aim is to
“promote the development and use of advanced mathematics,
computer science, algorithms and big data for human benefit, in an
environment that brings together theory and practical application.”
It will operate as a not-for-profit company in partnership with the
EPSRC (the Engineering and Physical Sciences Research Council).
Edinburgh was selected as one of the five university partners because of
its UK-leading position in informatics research, and Kenway is excited
by the prospects of getting involved, happy that “the Turing brand” has
been hugely helped by the appearance of the popular actor Benedict
Cumberbatch in the recent film about Turing, and for the recognition
now being given to one of Britain’s greatest unsung scientists. The
project aims to be greater than the sum of its parts, not just focusing on
pure research but also working with business on translational research,
taking advantage of its good links with both public and private sectors.

Professor Richard Kenway OBE FRSE

As Vice-Principal for HighPerformance Computing at the
University of Edinburgh, Professor
Kenway is responsible for UK
High-Performance Computing
Services and for promoting advanced
computing technology to benefit
academia and industry. For ten years,
until it closed in 2011, this included
the National e-Science Centre.
From 2008 to 2011, he was also
Head of the School of Physics and
Astronomy.
As a specialist in quantum
chromodynamics (QCD), Professor
Kenway led UK participation in an
international project to build three
10-teraflop/s computers to simulate
QCD, which ran from 2004 to 2011,
and he is the principal investigator
on a follow-on project with IBM and
Columbia University, which built and
is currently exploiting a 1-petaflop/s
prototype BlueGene/Q computer.
In 2002, he also initiated the
International Lattice Data Grid
project, which provides a global
infrastructure for sharing
simulation data.

We were pushing the trend in the
drive to be more innovative by
exploiting the new parallel
architectures for computing.
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“If we get it right,” says Kenway, “it will have a huge impact.
It's a totally new kind of research institute which could put the
UK at the forefront of technology – developing new algorithms
to extract useful information from the digital data that we are
now generating in all walks of life.”

more precision. The problem sometimes feels like trying to
develop new tools to discover “what we don't know we are
looking for to start with,” says Kenway. “The promise of data
science is to move in the opposite direction to conventional
science,” he adds, “from data to theory.”

High-performance computing, says Kenway, will play an
increasingly critical role in big data, for the simple reason that
“you can only go so far” in getting useful information from the
masses of data generated by big corporations such as Google
and Facebook. The challenge is how to use that data to predict
what will happen in the future, and to do that will require new
kinds of algorithms and models which capture what is going
on in the data so that they can be simulated. And that is why
data science has such a bright future.

Healthcare will be a major focus of data science, helping
understand not only the physical aspects of medicine but
also taking many other factors into account such as diet and
lifestyle, as well as our genes. Particular drugs and new
treatments may work with some individuals but not with
everyone, and data science may reveal the reasons for this,
delivering the dream of personalised healthcare.

Kenway has seen fashions in computing come and go. He
has also seen efforts at predicting the behaviour of complex
systems in the physical sciences come to fruition; but now the
time has come for data science to extend this approach to
commerce, health and social sciences – with Edinburgh and
its partners in the Alan Turing Institute leading the way.

Edinburgh Data Science
To explain how data science has evolved, Kenway cites the
early censuses, beginning with the Doomsday Book, which
soon became impractical and drove the development of
statistics in the 1900s to understand important social trends
by analysing samples of the population. Nowadays, however,
we have complete digital data for many aspects of our daily
lives, and the challenge has become not to get a good sample
but working out what to do with all the data – and this is where
new algorithms, neural networks and machine learning can
provide a solution by detecting patterns in the “eye-watering”
amounts of data in circulation. Making computers work faster
while using less power is only part of the answer, says
Kenway, adding: “We need entirely new algorithms.”
In the past, the physical sciences made the most use of
high-performance computers, but that situation is changing,
says Kenway. Interpreting the huge amounts of data
generated by the search for the elusive Higgs boson is the
kind of application which supercomputers are known to be
best at. Extracting useful information from social media,
including blogs and other “messy” sources, has a similar
“needle in a haystack” character, but is much more
challenging because we don’t know what we’re looking for.
The difference, Kenway explains, is that in physics, for
example, we usually start with a theory, then do an
experiment and simulation of the theory to prove or disprove
it. The starting point for social scientists, however, is often lots
of unstructured data and we have no idea whether this is
governed by an underlying theory, or how changing external
factors might affect what we extract. But if scientists could
manage to develop new ways to make sense of this social
data “chaos,” the results could be dramatic – enabling
government and business to plan for the future with much
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“The great promise of data science,” says Kenway, “is to bring
together many different branches of science to produce clean
information from the messy and diverse data that is out there,
to help us make better predictions.”

It's a totally new kind of research institute
which could put the UK at the forefront of
technology – developing new algorithms to
extract useful information from the digital
data that we are now generating in all
walks of life.
This enthusiasm for the benefits of data science is beginning
to spread through the campus, and Kenway expects it to affect
research in every discipline. The physical sciences may
produce more structured, arguably much simpler data, but
people in the arts and humanities also see how data science
can help. Data science may even change the way students
are taught, says Kenway, by analysing data collected from
students to “optimise human behaviour” – e.g., recommending
better learning techniques to suit individuals – or what is now
called “personalised learning.”
Universities today are run like many other businesses, and
Kenway thinks that data science offers the same kind of
benefits to their operations as are already being exploited by
big corporations; as long as the universities ensure their
methodology is ethically sound and publicly acceptable, and
protects confidentiality. Physicists may view the Universe
through theories and algorithms, and data science may not
be an “exact science” like many others, says Kenway, but
mathematicians and physicists can bring a lot to the party.
The challenge is to manage the complexity, diversity and scale
of digital data, but Kenway is an optimist about this new
“enabling” branch of science. “Edinburgh Data Science is an
exciting and innovative project,” he says. “We recognise the
huge amount of disparate activity and different people involved,
and their different motivations. In data science, one size will
never fit all, but we are planning to connect up the whole
University, creating a truly multi-disciplinary culture which,
we hope, will lead to very practical results, not only for
mathematicians and physicists, informatics and medicine,
but also for public services and industry, and in so doing build
a “smart” university.”

Computational Science & Engineering

Can supercomputers
get any more super?

Drawing on his background as the former Director
of one of the most impressive supercomputing
facilities in Europe, Professor Arthur Trew
describes the latest trends in computational
science – and sounds a note of caution on what we
should expect from the next generation of giant
number-crunching machines...
In 50 years, the world's fastest supercomputer has gone from
three megaflops (three million floating-point operations per
second) to over 30 petaflops, or about ten billion times faster.
And such mind-blowing progress continues, with plans in the
pipeline for supercomputers at least ten times faster within
the next couple of years, followed by a giant machine which
breaks the exaflop barrier – 1,000 petaflops (one quadrillion
floating-point operations per second).
While exaflop computers enable us to target new
computational problems, they also bring a range of problems
we have never seen before, says Professor Arthur Trew. For
example, even using today’s most power-efficient technologies,
such a monster computer would need its own power plant,
the size of Longannet (the largest in Scotland), to run.

To see this “progress” from a different angle, Trew says that
his mobile phone uses a faster processor and has a bigger
memory than the first supercomputer he used 30 years ago.
Trew, who is now Head of the School of Physics and
Astronomy, and Assistant Principal in Computational Science,
at the University of Edinburgh, advises the UK Research

Councils on the operation of the facilities at EPCC (the
Edinburgh Parallel Computing Centre), in particular ARCHER,
the UK’s flagship supercomputer, and the UK’s Research
Data Facility (UKRDF). This means he maintains a strong
interest in the performance of EPCC, as well as in trends in
supercomputing, with a perspective dating back to before
EPCC was established, when he was a Research Fellow in
the Department of Physics and Astronomy, focusing on manybody problems in cosmology and other complex systems.
Hardware developers face enormous challenges in building
the next generation of supercomputers, but Trew himself is
more concerned with how to use them and squeeze the most
out of the hardware. Increasingly, that means bringing
together data from multiple sources. Number-crunching
capabilities may grab the headlines, but it is often easier to do
the calculations than cope with the mountains of data which
grow so dramatically year after year.
When HECTOR, the predecessor to ARCHER, was installed
at EPCC in 2007 at a cost of £113 million, it was hailed as a
breakthrough for supercomputing in Scotland, capable of
60 million million calculations a second. But when it was
unplugged last year, hardly anyone noticed, says Trew.
Not only was this because ARCHER was three to four times
faster than the upgraded version of HECTOR, but also
because UKRDF was used as a data backbone so that the
work of both facilities could transfer seamlessly. “We have to
recognise there's been a fundamental change in computing,”
says Trew, “in terms of strategic and structural issues.
Computers come and go but the data persists.”
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Supercomputing
in action
One extreme to another
The European Centre for
Medium-Range Weather Forecasts
(ECMWF) is using ARCHER to
improve the performance of
its forecasting model.
Plane sailing
The ARCHER National UK
Supercomputing Service has
enabled the Aircraft Research
Association to perform its
largest-ever computational
fluid dynamics (CFD) simulation,
validating the results of its
wind-tunnel data and paving the
way for increased use of CFD in
landing-gear assembly design and
improved, more environmentally
friendly designs.
Wave power
Albatern develops innovative
offshore marine renewable energy
devices. High-performance
computing (HPC) enabled the
company to simulate a large-scale
Wavenet array (100 or more
devices), to “parallelise” its energy
devices, building on Albatern’s
in-house modelling expertise.
Computer visualisation and power
prediction of large-scale arrays
are also vital to the success of
Albatern’s efforts to continue
investment.
Nuclear power
Code_Saturne is a multi-purpose
CFD application used for nuclear
reactors. Scientists from EDF
Energy and STFC Daresbury
Laboratory recently tested the
performance of Code_Saturne on
ARCHER as part of an ongoing
CFD code improvement effort and
in preparation for more extensive
production runs.
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For example, he continues, a supercomputer such as ARCHER may generate the
data, but you can use other systems for the visualisation. “There are repercussions,
however,” he adds, “because data has what we call weight – for the large quantities
used in many simulations, it’s quicker to move it around on a truck than it is to
transmit it over the Internet. There’s an imbalance between our ability to store
data and to transmit it. So the idea of a data backbone is a technical solution to
a fundamental problem, not just for academic researchers but also for large
organisations such as banks and retailers. Data should be the first thing on people's
minds.”
Another big concern for Trew is how to get the skills we need to develop the new
tools and techniques to turn the data into useful information. “If there is no
co-operation between those who develop the analysis tools and those who use them,
then we could be developing tools in the dark. That is why we must bring groups
together, to demonstrate requirements and the ability to solve them.” It’s critical to
bridge the gap between the people with the need for applications and those who can
deliver the technology to address them – what Trew describes as a “virtuous circle”
which enables different strands of research to make progress together.

Stepping stones
Despite his close involvement with supercomputers, Trew is keen to emphasise
that he is much more interested in the science enabled by supercomputers: “The
computers are a stepping stone – just like test tubes or other laboratory apparatus.”
Trew has always been clear that the real challenge is to make computational models
more realistic, and this raises the difficult issue of verification – to ensure you get the
“right” results from simulation. Mathematicians can develop very clever algorithms,
says Trew, but when you compare real data with the simulated data, you don’t always
get the same answer. This can be due to using the wrong algorithm or because the
model does not capture all of the processes. For example, you can simulate the air
flow over a new design of aeroplane wing with calculations that are close to correct,
but when you then go on to analyse the stresses on the structure, and deformations,
then add the engines and the fuselage, the model becomes highly complex and
coupled. Evolutionary biology can also present very challenging problems because it
spans the range from chemical models, through simple biological system to organs,
individuals and populations – a spiralling complexity which will long challenge the
most powerful of computers.

The rise of the
supercomputer
> The first supercomputer, the
Control Data Corporation (CDC)
6600, only had one CPU.
Launched in 1964, the CDC 6600
cost US $8 million, and ran at up
to 40MHz, doing three million
floating-point operations
per second.
What interests Trew is the idea that “while there is no end in sight to the
problems amenable to simulation, and Moore’s Law* still has some way to run,
it is not obvious that today’s digital approach is the only one.” Over the last 50
years, the hardware has got faster as more and more transistors have been
squeezed onto chips, then parallel computing made the chips more efficient by
dividing the task into smaller components, but this has been at the expense of
ease of use.
“Moreover,” says Trew, “the more we reduce the size of the transistors on a
microprocessor, the more they will act like quantum devices, not knowing
whether the answer is a one or a zero.” But Trew still believes we need to aim
for exaflop computers, adding: “I am not clear if we'll get there before 2020,
but I'm clear we will usefully get there.”
Another interesting approach is to consider new methods of computation. Trew
illustrates this by describing his reaction to the launch of the world's biggest
supercomputer, IBM's BlueGene/P, in 2007. Filling a room the size of two tennis
courts, the new machine could simulate the brain of a fly, at a tenth of the speed.
Clearly, nature was much more efficient, thought Trew at the time, but how could
we replicate that approach? And could it be generalised to address other
problems?
For Trew, there are also methodological questions to answer: “There is a feeling
that what comes out of computers must be right, but that isn’t true. We’ve had
theoretical science for 3,000 years and done experiments for 500 years, and have
developed robust techniques for verifying whether our theories and experiments
are correct. By contrast, we are still at the early stages of simulation – it is not
obvious we know how to verify models. We need more computational rigour.”
Some systems are “inherently incalculable,” says Trew, citing the examples
of the climate and weather: “Because the weather can be influenced by the
smallest perturbations, we have to have different approaches to understanding
how confident we can be in the simulations.” Faster computers have enabled
dramatic improvements in forecasts because they can enable more complete
and detailed models, but they also use ensemble modelling to estimate the
likelihood of the predictions being correct.
Supercomputers today are also becoming much better at helping with subjects
that once were considered beyond the capabilities of any computer, such as
social sciences. In the early 1990s, Trew was involved in a project which set out
to analyse housing, but he quickly discovered that they simply did not have the
power to deal with the dynamic, multi-faceted data involved.
Today, says Trew, there are still many challenges in supercomputing, including
the problem of power consumption. But rather than depend on the hardware and
software to solve all their problems, some companies will have to change their
business models if they want to survive in the age of big data.

> IBM's $120 million Roadrunner,
which was the first supercomputer
to achieve one petaflop (one
quadrillion floating-point
operations per second), was
the fastest in the world in 2009.
It was shut down only five years
after its launch.
> China is currently top of the
supercomputer league table,
with its Tianhe-2 rated at about
34 petaflops.
> US officials have announced plans
to develop a new supercomputer
which may eventually be able to
operate at up to 300 petaflops, and
the next target is to build exaflop
supercomputers (one exaflop
= 1,000 petaflops).
> In 1964, the CDC 6600 cost the
equivalent of US $8.3 trillion per
Gflop (one billion floating-point
operations per second). The going
rate today is eight US cents
per Gflop.

Data should be
the first thing on
people’s minds.

* Moore's Law is the prediction that the number of transistors in integrated
circuits (or computer chips) will double approximately every two years.
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Computational Science & Engineering

Good-looking
models for
particle
systems

Stabilising lightweight satellites in outer
space and analysing how grain behaves in a
hopper, how proteins form or how fluids pass
through porous rock, are major challenges
for simulation, but Dr Marcus Campbell
Bannerman has developed special software and
borrowed visualisation techniques from the
games industry to make his computer-based
models not only work well but look good...
When he was doing research for his PhD in chemical
engineering at UMIST (University of Manchester Institute of
Science and Technology), Dr Marcus Campbell Bannerman
had no access to a high-performance computer, so he built
his own cluster. When the simulation software he needed
to run on the cluster wasn’t publicly available, he developed
his own event-driven software and released it for free. And
this “do-it-yourself” approach dates back to his childhood,
when he created computer games for himself and his
siblings to play, using Gem Basic, an early ancestor of the
more modern Visual Basic programming language.
Bannerman, now a lecturer in the School of Engineering at
the University of Aberdeen, feels very strongly that learning
how to write computer code should be a basic part of the
curriculum from the earliest possible age, along with
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maths and English. But this is not only because it is harder
to solve problems and build applications without using code
(including simulations), but also because it makes learning
more fun.
Having written his first code at eight years of age,
creating his own virtual shop and a series of games,
as well as a graphical file system to imitate what he
had read about the Internet, Bannerman didn’t focus
on computing at school or university until his third year as
an undergraduate at Manchester. Faced with a particular
problem in chemical engineering, his tutor suggested he
solve it by writing some code, and Bannerman rekindled
his passion for coding. “Until then,” he explains, “I'd never
seen an opportunity for
coding in chemical
engineering. But suddenly
I realised I knew how
to code, and it worked
– I solved the problem
and the undergraduate
course as a whole became
more interesting for
me as I realised that
programming could help.”
DR MARCUS CAMPBELL BANNERMAN

I solved the problem and the
undergraduate course as a
whole became more interesting
for me as I realised that
programming could help.
According to Bannerman, the key to the future success
of STEM (science, technology, engineering and maths)
in schools is to get across the “code first” message to
students, and put computer programming on the same
footing as other core subjects such as English and maths.
Coding not only helps solve problems more quickly than
doing the same job on paper, but also frees students to
focus on other more interesting tasks. “Some students can’t
see the point of coding until they learn it and appreciate its
value for themselves,” he adds. “It makes learning much
more exciting by removing the tedium of repeating
calculations, and everyone learns faster.”
Bannerman also feels strongly that undergraduates and
postgraduate students should have easier access to
high-performance computers, not just because they crunch
numbers much faster, but also because having access to
more computational power allows you to explore more. The
computer cluster in Manchester cost about £50,000 to build,
and was initially designed for a specific application, but other
researchers soon started queuing to use it. He also says that
high-performance computing (HPC) systems should be
considered an “essential overhead” rather than “luxury”
items. “We will always need national HPC centres,” he adds,
“but SMEs (small to medium-sized enterprises) and
students will all need to go beyond the desktop scale.”
The recent purchase of an HPC cluster called Maxwell
by the University of Aberdeen meets exactly this kind of

requirement, providing a free-at-the-point-of-use HPC
service to academic researchers, and the new facility could
also generate revenues from local industry users.

Current research
Bannerman’s current research focuses on granular,
molecular and particle dynamics, “using discrete force
models to study both molecular- and macroscopic-scale
particle systems, and developing a new class of particle
models for solids processing systems.”
Before he came to Aberdeen, he worked in Germany at the
Engineering of Advanced Materials excellence cluster at the
University of Erlangen, on a project to develop more efficient
granular dampers. These passive devices dampen unwanted
vibrations and are “perfect” for satellites; large, lightweight
structures which unfold once in orbit need something to
dissipate vibration from the launch and prevent the
misalignment of their sensitive components. The dampers
are like small “rattles” attached to the structure, filled with
tiny solid particles which collide and absorb the vibrational
energy and convert it to heat. As well as performing
simulations of the granular dampers, Bannerman also went
on a zero-gravity flight (also known as the “vomit comet”)
to validate his theoretical models and “fit the single free
parameter” of the model – a part of the design equation
which could only be worked out by doing an experiment in
weightless conditions. “It was lots of fun,” says Bannerman,
“but also very nauseous.”
His recent work in Aberdeen focuses on creating new
particle models, and he continues to drive development of
DynamO – an open-source event-driven particle simulator
which is designed “to drive forward the study of discrete
particle models” and which has already found application
in a wide range of systems such as granular dampers,
nano-colloidal fluids, and protein folding.

CAMPBELL BANNERMAN'S CURRENT RESEARCH
FOCUSES ON GRANULAR, MOLECULAR AND
PARTICLE DYNAMICS.
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DynamO
in action
The event-driven software
developed by Dr Campbell
Bannerman at the University
of Aberdeen is used to model
a wide range of particle
systems, from molecular to
granular dynamics, including
everything from simple
fluids and crystals to the
movement of grain in a silo
and how fluids flow through
porous media.
According to Bannerman,
DynamO is “is one of the
fastest and most efficient
event-driven particle
simulators available,” using
500 bytes per particle and
running at about 75,000
events per second, and also
the most stable of its type.
For more details, go to
http://dynamomd.org.

There was literature
available on the
method but no-one
had released the
tools before.

A MODEL OF EVENT-DRIVEN MOLECULAR DYNAMICS (EDMD) “TO DETERMINE THE EFFECT OF NANO-COLLOIDAL PARTICLES
ON THE TRANSPORT PROPERTIES OF A FLUID.”

The algorithms behind DynamO use an
alternative approach to the more traditional
“time-stepping” method of modelling particle
dynamics. Bannerman explains this new,
simpler approach by comparing it to studying
a ball as it moves through the air to bounce off
a wall (much like particles or molecules in
motion). To simulate what happens, timestepping performs a calculation of forces at
regular intervals, like shooting a time-lapse
film, while event-driven models take the
starting point and calculate the end point in a
single step, skipping what happens in between.
“This means we are looking at impulses rather
than forces,” Bannerman says, “and in certain
applications we can use it for modelling fluids
and folding proteins to significantly increase
the performance of our models.”

A wide range of particle models is available
for the new package, which can also be
used for molecular dynamics (to study
model fluids), or for granular dynamics
(to investigate solid particle processes).
Bannerman publicly released the package
three years ago and was keen to make it
available to all, not only because he himself
uses open-source software, but also because
it “popularises” the package and encourages
other researchers to contribute and adapt it
for a wider range of applications. “There was
a gap in the market,” he says, “and I also
needed something for my own research.
It was a problem that clicked with my
personal interests – and the new approach
worked. There was literature available on the
method, but no-one had released the tools
before.” The software is currently being used
by 20 research groups worldwide.
Versions of the models used for particle
dynamics have also helped to simulate battles
and what happens in buildings when people
panic during an emergency. “We see our
own research problems everywhere,” says
Bannerman, describing the important role
of particle dynamics in everyday life.
“Using novel algorithms, it is now possible
to simulate the processes that take place in
large-scale equipment, modelling millions
of particles in near real-time.”
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Seeing is understanding
Visualisation is a critical factor in all research
that uses simulation as a tool, and Bannerman
has borrowed a range of techniques from the
games industry for his own scientific research.
Once again, because he wasn't happy with
the visualisation tools available, he decided
to develop his own – now distributed as part
of the DynamO package. He uses these
games-based techniques “to render large
data-sets interactively and in real-time,
to help reveal hidden relationships within the
simulation data as well as providing visually
pleasing renderings of simulations for
publication.”
“It is all about visualisation,” he says, “not only
to communicate the results of the models to a
wider community, but also because it is useful
in debugging code – you can see at a glance
whether something is working or not, and
whether the simulation is physical.”
As well as providing a “reality check” for the
coding, the rendering tools used in games
enable a more rapid understanding of the
data – for example, when simulating large
numbers of molecules, it not only looks better
when the structures have shadows, but the
shadows themselves also help your eye
distinguish the shape, dimensions and depth
of the structure. These enhancements are not
just cosmetic, Bannerman explains. If you
can highlight data fields as subtle changes in
colour, this helps you to notice anomalies or
interesting results more quickly.
Having shifted his focus from applied
chemical engineering to more “theoretical”
work in computational science, Bannerman
has now rediscovered the “joy of applications”
through his recent research on granular
dampers and greener, low-carbon cement.
But if it hadn’t been for coding and developing
games for his siblings, who knows how his
career would have evolved? Perhaps the only
way to answer this would be to run another
simulation...

Computational Science & Engineering

From dark
demand to
dinosaurs
PICTURE: EPCC

It has to cope with “dark demand” and balance
the diverse needs of blue-sky researchers and
business (simulating everything from nuclear
fission to dinosaur racing), but EPCC faces
another huge challenge over the next few years,
developing new algorithms and software to take
full advantage of the next generation of
high-performance supercomputers...
“The big change in the last five years has been in the scale
of computers,” says Professor Mark Parsons, Executive
Director of EPCC (the supercomputing centre at the
University of Edinburgh). “We’ve now hosted three systems
with about 100,000 cores (the equivalent of CPUs or central
processing units) each, compared to only 2,500 cores in
2010, and when they are running, they shake so much you
think they are alive.”
Parsons also believes we are now on the cusp of the most
exciting period in high-performance computing (HPC) for
the last 30 years, moving from today’s petascale systems
(one thousand million million calculations per second) to
exascale systems (one million million million calculations
per second) within the next 5 –10 years. When he first
arrived at EPCC in 1994, the top-performing system was
capable of 800 megaflops (one million floating-point
operations per second), but even mobile phones today are
faster. EPCC now has supercomputers a million times
faster than 20 years ago, including ARCHER, based around
a Cray XC30 supercomputer, but exascale computers will
be another giant leap forward.

Nowadays, computer processors are made up of multiple
cores. At the exascale, the jump to 500 million cores,
running in parallel, will “create completely different levels
of parallelism,” says Parsons, “and change the way
simulations are done.” But apart from the challenge of
power consumption and cooling, many of the algorithms
used today will no longer work. For software first written
for systems with 256 parallel processors, the jump will
simply be a step too far. “We are standing on a cliff edge,”
says Parsons, “and we need to completely rethink how
our software is written.”

We are standing on a
cliff edge and we need
to completely rethink
how our software
is written...
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PROFESSOR MARK PARSONS

EPCC will play a major role in the development of new
algorithms for future HPC systems. The centre provides
a range of services to academics and industry in the UK
and Europe, and also asks “what next?” in computing.
Sometimes, these two roles can overlap – for example, its
work for the European Centre for Medium-Range Weather
Forecasting (ECMWF), which provides two-week forecasts
to organisations in Europe, including the UK Met Office.
For the last 20 years, the HPC code used by the ECMWF
has been able to cope, and now runs on systems of about
20,000 cores, but how will it cope with an exascale system?
Ten years from now, the forecasters aim to deliver much
more detailed forecasts, moving from a grid of squares
32km across to squares only 2km across, and from
modelling percentages of vapour in the air to modelling
an individual cloud. The incremental step-change and
optimisation required – or tweaking – will “disruptively
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change the code for modelling weather,” says Parsons,
as researchers move to exascale platforms, and the
ECMWF is working in partnership with EPCC to upgrade
its modelling software before the new platform arrives,
using EPCC computers for testing. As Parsons points out,
the ECMWF needs its in-house computers to deliver its
forecasts without interruption, so it makes sense to
outsource this research work and also tap the expertise
available at EPCC.
As the project continues, the ECMWF gets the specialist
code it requires and EPCC also develops the new
techniques and algorithms needed to take advantage of
the next generation of systems – techniques to process
arrays of equations (like doing giant algebra) which are
openly shared with the rest of the scientific community.

Sometimes, researchers
need the freedom to
follow their noses.
This dual approach – advancing generic computational techniques at the same
time as delivering specific solutions to industry clients – is typical for EPCC.
Parsons describes it as striking a balance between different needs. “We can
happily work with our industry partners and also focus on doing pure science,”
he says. “And if we don't do both, we can't dazzle our industry clients.”
Parsons has spent the last 20 years working with industry clients, but he
doesn't agree with the “political view” that the work of an organisation such as
EPCC should be driven entirely by industry needs. He also thinks that industry
will benefit from pure science over the long term, even though there is not
much corporate funding for curiosity-driven research in the field of computing.
To explain this, he cites the example of Nobel Prizewinners Albert Fert and
Peter Grünberg, who discovered Giant Magnetoresistance – thus making
possible dramatic advances in data storage technology. “Scientists like them
often say that they accidentally stumbled on the breakthrough which won them
the Prize,” he explains. “Sometimes, researchers need the freedom to follow
their noses.”
As well as understanding the need to fund both academic and commercial
research, Parsons has also experienced life in both camps. His career began at
CERN in Geneva – “the epitome of Blue Sky thinking” – and his work at EPCC
has focused on industry users since he joined as a programmer in 1994.

Inside Intel
The Intel Parallel Computing
Centre (IPCC) was created
to optimise codes for Intel
processors, particularly to
port and optimise scientific
simulation codes for Intel Xeon
Phi co-processors. Because the
EPCC's ARCHER supercomputer
contains a large number of Intel
Xeon processors, and does a lot
of work for EPSRC and other UK
research funding councils, it's
important that the scientific
simulation codes are highly
optimised for these processors,
so the work going on at the
IPCC has focused on improving
the performance of a range of
codes that are heavily used for
computational simulation in the
UK on both Intel Xeon and Intel
Xeon Phi processors.

According to Parsons, EPCC has three priorities. First, it has to earn a living.
Second, it has an economic imperative to make sure UK companies have
access to the best modelling and simulation technologies available today.
And third, it should be “intellectually interesting.”
Another project which involves both curiosity-driven and commercial
imperatives is the Intel Parallel Computing Centre (IPCC). Intel wants to
test and develop new processors and sees a mutual benefit in funding such
research (see sidebar).
Large companies such as Intel, Rolls Royce, Lloyds TSB, AEA Technology and
British Aerospace are among the major users of services over the years, but
smaller companies are also increasingly turning on to supercomputing, partly
thanks to initiatives such as Supercomputing Scotland (a five-year scheme now
coming to an end, backed by Scottish Enterprise), and Fortissimo – a European
programme to promote HPC to small to medium-sized enterprises (SMEs).
In addition, the purchase of a smaller-scale HPC system called Indy, with
1,600 cores, is a valuable addition to EPCC because it is designed for smaller
companies, providing greater flexibility in scheduling, as well as pay-per-use
pricing. “Our pay-on-demand services have grown hugely over the last two
years,” says Parsons.
Amongst the companies to benefit is Glasgow-based IES (see sidebar over
page). The company has built a “strong working relationship” with EPCC,
becoming a regular user of HPC systems, as well as using EPCC services to
optimise its code to run on supercomputers and provide a new pay-on-demand,
cloud-based solution for clients. According to Parsons, this means IES can
deliver a more personal service, whether it uses EPCC or another HPC
service provider.
sciencescotland
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PICTURE: INTEGRATED ENVIRONMENTAL SYSTEMS (IES).

Low-carbon cities
EPCC has worked with Glasgowbased software and consultancy
company Integrated Environmental
Systems (IES) to enable its SunCast
simulation software (which
measures the effect of solar energy
on buildings to improve energy
efficiency) to run on HPC systems.
IES is developing a planning tool for
cities that incorporates dynamic
simulation of all aspects of a city,
including buildings, transport and
utilities. Because of the depth of
information associated with multiple
buildings, this tool will rely heavily
on HPC simulation, taking full
advantage of cloud-based HPC and
pay-per-use services to remove the
capital costs of an HPC system and
the need for the specialist skills to
operate it. For IES, this is expected
to open up a whole new market of
urban consultants and planners,
giving them tools that currently do
not exist to support decisions about
how to create low-carbon cities.

page 24

sciencescotland

ISSUE 17 SUMMER 2015

Fortissimo's “experiments” with a group of about 60 SMEs with no
previous experience of HPC has been designed to demonstrate how it
can benefit the sector in general. For Parsons, it’s ironic that EPCC
could have done this a long time ago, but even though “there is no
problem in identifying companies who would benefit from HPC,” he
acknowledges that many SMEs are still not convinced they will get a
good return on their investment. Another factor is what Parsons and
his team call “dark demand” – a lot of companies out there “who don't
know they need HPC,” even in established high-tech industries such
as oil and gas. Companies may need to make an initial investment of
£40,000, for example, but once projects get underway, costs go down
– and programmes such as Fortissimo now offer a collection of
success stories which illustrate the benefits for different SMEs.
The work with major multinationals also continues – for example,
Rolls Royce uses HPC systems to model new designs for turbine
blades in engines, and also uses EPCC services to “make better
decisions about which algorithms to use on the next generation of HPC
systems.” For research and development, many large companies
outsource simulation because it is more cost-effective than buying
their own in-house system – even £40 million can be a lot of money
for large multinationals, for a system which may be outdated within a
few years. Indy only cost about £250,000, but this would be a major
investment for any SME and would also mean additional spending on
training and people, already available at EPCC.
The automotive, aerospace, finance, engineering, medical and energy
(especially renewables) sectors are still amongst the heaviest industry
users of HPC systems. Academic research also makes a big
contribution to industrial development, says Parsons, including
research enabled by the HPC machines at EPCC to build acoustic
models of aeroplane engines, which should be of value to the sector
in general. “Scientists push the boundaries,” Parsons continues,
“and this pushes back into industry.”

Hear hear

THE EFFECTS OF A TIMPANI DRUM STRIKE MODELLED OVER TIME.
PICTURE: ADRIAN MOUAT & STEFAN BILBAO, UNIVERSITY OF EDINBURGH

Scientists push the
boundaries, and
this pushes back
into industry.
The big growth area, he says, is the medical market, including
recent work for the Farr Institute of Health Informatics Research
(a collaboration between six Scottish Universities and NHS National
Services Scotland), which is analysing vast amounts of anonymised
patient data (e.g. hospital admissions and prescriptions), looking for
patterns which will help to develop better future solutions for health
care – a good example of HPC being used for data-driven applications.

Hardware vs software
The older software written for HPC systems with 256 cores is “scaling
very badly,” says Parsons, and innovation is stalling. “The hardware is
leaving the software behind,” he explains, “and the software is leaving
the algorithms behind.” Despite the promises of Moore's Law (which
states that processor speeds for computers will double every two years),
we are heading for a new phase in computing.
“We used to ride the wave of faster processors, but now it is more and
more processors,” Parsons continues. And with the science heading
for a new generation of exascale supercomputers which could get so
hot they lead to system meltdown, the future challenge for the EPCC
is not only to conquer the technical problems but also to reassure
a new generation of users that HPC – in terms of return on investment
– is not too hot to handle.

The Auditory pilot project,
involving EPCC and the University
of Edinburgh’s Acoustics and
Audio Group, is using HPC to speed
up the creation of computational
models of the human ear.
According to Dr Michael Newton,
such models usually take many
hours to complete, and the project
investigated how to harness the
power of HPC to shorten the run
times, thus providing greater
opportunities for the rapid
development and use of such
models in a range of research
and clinical environments.
The human ear converts acoustical
sound waves into neural signals
that can be interpreted by the brain
– a process called transduction.
And the Auditory project was
concerned with speeding up the
computational simulation of this
process, which takes place inside
the cochlea or inner ear. The
cochlea plays a key role as a kind
of frequency analyser, and having
a good model of this mechanical
structure, and understanding its
role in transduction, is key to
understanding how it functions.

Sound approach
to rooms
The NESS project is developing
next-generation sound synthesis
techniques based on physical
models of acoustical systems,
including three-dimensional (3D)
rooms. Computer simulation of 3D
room acoustics has many practical
applications, such as the design of
concert halls, virtual reality systems
and artificial reverberation effects
for electroacoustic music and
video games.
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PICTURE: EPCC

Dinosaur racing
To generate excitement and explain HPC to the general public, EPCC uses a program which creates
realistic simulations of animals both present and extinct, and invites people to compete in a dinosaur
race. The software, created by a team at the University of Manchester, simulates the movements of
animals based on fossils and a 3D model of their skeletons and biological data. Players choose a
dinosaur and EPCC provides the computer which powers the game.
According to Nick Brown of EPCC, this is a great illustration of how simulation has become the third
methodology, complementing theory and experiment. Because dinosaurs have been extinct for so long,
there is very little one can do in terms of physical experimentation when it comes to researching their
movement. But combining theory from a number of different fields – palaeontology, biology and also
the physics of movement – results in a detailed and accurate computer model of these ancient
creatures.
The race was a popular feature in the PRACE (Partnership for Advanced Computing in Europe)
Summer of HPC programme, where students from institutions all over Europe visit HPC centres in
other countries to work on a graphically-oriented HPC project, improving the prototype in functional
and visual terms, at the same time as seeing first-hand how much computing power it actually takes
to simulate a dinosaur.
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New HPC funding for SMEs
SMEs who want to trial high-performance computing (HPC) can apply for funding to SHAPE
(the SME HPC Adoption Programme in Europe) – a pan-European programme supported by the
PRACE (Partnership for Advanced Computing in Europe) project. The programme aims to raise
awareness and provide European SMEs with the expertise necessary to take advantage of the
innovation possibilities created by HPC, to increase their competitiveness and benefit from the
expertise and knowledge developed within the PRACE Research Infrastructure. For more details,
go to http://www.prace-ri.eu/shape-secondcall-launch-pr/

EPCC in profile
EPCC’s origins date back to the early 1980s, when researchers at the University of Edinburgh started
using parallel computers – mainly in the physics department.
In 1987, the first links between academic and industrial projects emerged, and the university won
a bid for government funds to buy one of the very first transputer-based computers from Meiko
– a UK company. This machine, the so-called Edinburgh Concurrent Supercomputer (ECS), became
one of the largest such parallel computers in the world.
In 1990, the growing awareness of the importance of parallel computing resulted in funding for five new
research posts – and EPCC was founded “to accelerate the exploitation of parallel computing through
industry, commerce and academia,” developing simulation software to run on parallel computers, as
well as providing consultancy services and training. It was staffed primarily by physicists who wanted to
advance their theoretical research, and its industry partners included Barclays Bank and British Gas.
In 1991, the EPCC won £3.5 million in government funding and bought a CM-200 machine, the fastest,
highest-profile computer in the UK. It also launched an industrial programme and partnered with
computer manufacturers.
In 1994, EPCC acquired a 256-processor, Cray T3D (the first national HPC service it ran), at the time
Europe’s fastest supercomputer and, two years later, a Cray T3E system dedicated to particle physics
research.
In 2002, EPCC became lead partner in the HPCx consortium, supporting the national supercomputing
service for UK academic research and in 2008, it became the host for HECToR.
Today, the EPCC hosts the ARCHER national supercomputing service and runs the Computational
Science and Engineering support service for ARCHER.
EPCC has carried out industrial technology transfer projects with well over 400 companies since
1991, including Rolls-Royce, AEA Technology and British Aerospace, focusing on the development
of simulation software. It has also worked with many local SMEs and many different technologies,
and provides education and training.
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Computational Science & Engineering

How to make
complexity
look “simple”
You may not think that complex things such as
nuclear reactors, making metals out of
hydrogen, the economic system, threedimensional billiards and “cultural hitch-hiking”
have much in common, but Professor Graeme
Ackland can explain them all in simple terms
that anyone can follow – using models running
on supercomputers...
Finding out what happens when you squeeze a mixture
of deuterium and hydrogen so hard that it forms a
new kind of metal (“the great unsolved challenge of
high-pressure physics”) and trying to extend the life of
nuclear reactors by working out how long the steel will
survive radiation are scientific challenges which don’t seem
to sit very comfortably together. And it’s hard to imagine
much similarity between testing the economic system
to destruction, analysing climate change and working out
how DNA and languages spread throughout Europe by
piggybacking on new farming technologies. But whether
it's materials or archaeology we're studying, they can all be
understood by using differential equations – solved using a
supercomputer – to model what happens and predict what
will happen in the future.
According to Graeme Ackland (Professor of Computer
Simulation at the University of Edinburgh), companies,
atoms and species (including Homo sapiens) behave in the
same basic way. Individuals interact with other things and
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with each other. The sum of these individual interactions
creates larger systems, whether it’s the structure of a
metal, the climate or the global economy. We may try to
understand the Big Picture in terms of behaviour and rules,
but sometimes events can throw the rulebook out of the
window.
To explain his work in simulation and how “simple”
models can be used to solve so many complex problems,
Ackland uses several examples. One of his department’s
most notable recent achievements was to help a team at
Edinburgh's Centre for Science at Extreme Conditions
(CSEC) advance its work in metallizing hydrogen.
The scientists “squeezed tiny amounts of solid hydrogen
between diamonds, to create some of the highest static
pressures ever achieved on Earth,” comparable to the
insides of giant planets such as Jupiter and Saturn, where
the metallized hydrogen creates magnetic fields which
can be easily detected. By firing a laser through this
novel material, the team set out to analyse its structure
and establish if it was metal or not, but because the
signal faded as it passed through the sample, there was
not enough data to be sure – just a few “experimental
peaks.” To build a better picture and fill in the gaps in the
data, Ackland and his colleague Ioan Magdau then used
quantum mechanics, and supercomputer software
developed over the past 25 years, to generate models of
different arrangements of atoms which might be like the
new material, then ran simulations to compare the results
with the data extracted from the actual experiment.

Complexity is not
about details, It is all
about creating simple
models – asking
simple questions
which produce
complex answers.

PROFESSOR GRAEME ACKLAND FRSE

When they found a model which generated numbers close
to the numbers produced in the lab (the experimental peaks),
they used it to do further simulations, which helped to
establish that the novel material is not in fact metal. The
great unsolved problem remains unsolved.
This recent project echoes Ackland’s other research into
metals, analysing the steel used in nuclear fission reactors
– to see how long the steel will last under radiation, and
also help design new types of longer-lasting steel. When
the first reactors were built, not very much was known
about the steel used, but scientists did know that it would
be bombarded by radioactive particles, and that this would
eventually lead to damage in the structure, requiring the
reactor to be decommissioned. Damage is created at an
alarming rate, but then atoms move and swap positions,
so the structure effectively “heals itself,” while other atoms
move to the surface, leaving a “hole” behind where they have
been and causing the surface to swell or expand, which
eventually weakens the structure and makes it unstable.
But how long will it take to develop these defects?
The stakes are high – if the lifetime of a nuclear reactor can
be safely extended beyond the original specification, the power
it produces is virtually free because most of the costs are
already incurred when the station is built and running costs
are relatively low – the extra power is an unexpected bonus.
Decommissioning is also expensive, and the longer that this
is delayed, the more productive the reactor will be.
To analyse the lifetime of the steel in the reactor, one approach
is to speed up the process by bombarding the steel with 40
times more radioactivity than happens in real life, to simulate
in just one year its possible lifetime of about 40 years, but this
is not entirely realistic because the “self-healing” takes longer
than this – so the results could be misleading. Simulation,
however, enables researchers to create “computationally fast,
yet accurate models” of the interatomic forces involved, to

simulate 40 years-worth of radiation damage (enough
energy to vaporise the entire reactor ten times over) and self
healing (enough to heal almost all that damage). When these
results are compared with real-world data from already
decommissioned reactors (for example, reactors from the
Soviet era), the models are confirmed to be reliable enough
to predict what will happen to currently active reactors,
and thus extend their possible lifetime.
Ackland's work on radiation damage in steels, in partnership
with colleagues from Germany, France, Japan, the US and
Russia, as part of a G8-sponsored international project for
fusion science, has been “terminated” following the crisis in
Ukraine and imposition of sanctions on Russia, but Ackland
says results so far have been encouraging. “The simulations
demonstrate we know what's going on,” he says. And, in effect,
this guarantees “free” energy, as long as the reactors are
proved to be safe.
The work for power companies, including EDF, will also
change the way reactors are designed. The steel used in
the first generation of reactors contained cobalt, nickel and
copper, but the cobalt and nickel become radioactive over
time (“intermediate-level nuclear waste”), making reactors
dangerous to decommission, while the copper (which got into
the steel inadvertently during production) forms particles
which make the steel more brittle. Using simulations to
predict how long the steel will last enables power companies
to build new reactors that use special “nuclear steels,” with
structures which are better at resisting radiation and which
do not become radioactive themselves – lasting longer and
producing cheaper energy.
“Doing the experiments is difficult,” says Ackland, “and you
can't wait for decades to get the results.” Simulation, however,
can model the primary damage, and Ackland compares this
to “three-dimensional billiards,” looking at what happens to
millions of atoms, as they interact inside the steel.
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Bikes, cows
and farmers
In addition to his work
on fusion materials
and high-pressure
crystallography, economics
and climate change,
Professor Ackland's work
has thrown up some
bizarre and unexpected
conclusions on a range
of “esoteric projects,”
including when pelotons
form in bike races, how
animals evolved herding
behaviour, why farming
made people smaller and
why cows have eyes on
the side of their heads.
He also collects curious
and counter-intuitive
problems, only some of
which require a degree in
physics to solve them.
For more details, go to
http://www.homepages.ed.
ac.uk/gja/difficult.html

PROFESSOR ACKLAND'S WORK
IS LIKE SIMCITY – ON A MUCH
LARGER SCALE...
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Complexity rules
Ackland’s other passion is to use simulations
to model ecological and economic systems
(using “novel approaches to realistic
networks of interacting autonomes").
For example, traditional models suggest
that if a company competes with other
companies, the best way to win market
share is to lower your prices, then cut
production costs to optimise profits. By
dividing the world into loosely-connected
local markets, Ackland produced very
different results: When there were very
few competitors, this kicked off a race
to the bottom, the businesses became
unsustainable, then they collapsed – and
other companies came in to take their place,
starting the whole process over again.
These new competitors could either keep
their prices very low or exploit their market
dominance and keep prices high. Keeping
interactions local is key: when a company’s
reach extends throughout the global
economy, its collapse means the economic
system collapses – it is simply unsustainable.
“What fell out of these models,” says
Ackland, “is that once you allow different
things to be happening in different places,
you get completely different behaviour,
whether it is climate or ecology, or different
species and companies.” And when there is
unstable behaviour, Ackland makes this part
of the model, unlike economists who reboot
their models as soon as they start to break
down. “The key thing is the model shows
dynamic boom and bust, just like the real
world,” says Ackland. “Every local region
can be unstable, yet the system as a whole
is stable.”
The signature of these computer models,
says Ackland, is lots of bankruptcies in
many local markets. The more they are
connected, the bigger the eventual system
collapses become. “Sometimes I
observe things I find personally
offensive or immoral,” says
Ackland, “but that is not
the point.” For example,
if you encourage the
redistribution of wealth
or promote globalisation,
this accelerates system
collapse. And similar
phenomena can also be seen
when you model ecological
systems, with species competing
like companies trying to optimise
profits or win market share, and
ultimately facing the threat of
extinction.

Another project looked at how advances
in farming technology spread throughout
Europe, bringing cultural markers (for
example, languages) and genes in their
wake, as a result of reaction (local people
copying imported ideas and changing their
behaviour) or diffusion (good ideas being
exported). The first computer model showed
these processes in action, but produced
some unusual results – for example, the
new ideas did not spread north through
central Europe as expected. When the
model was adjusted to allow the ideas
to spread via water (e.g. the Rhine and the
Danube), instead of only overland, this
solved the problem. And other anomalies
also appeared, suggesting that the model
should take more account of events,
particularly at very specific locations – in
other words, small localised effects can
have big consequences, and the rulebook
(determinism) does not always shape the
course of human history.
“Complexity models are simple,” says
Ackland, “and we learn as much from
what goes wrong as what goes right.”
Ackland says that what links these various
projects is the fact that they all concern
multiple objects – whether they are atoms,
farmers, companies or species – which
interact with many other objects. “I have a
strong view,” he says, “that an algorithm is
a sufficient theoretical explanation. Many
people think that mathematics will explain it
all (the theory of everything), but this leads to
studying only the equations you can actually
solve, and most phenomena still unsolved
are complex enough for that to be impossible.”
What interests Ackland is how conventional
approaches are hamstrung by the language
of cause and effect – for example, do atoms
go somewhere because their own electrons
take them there, or do the electrons simply
go with the atoms? “We eventually realised
that to make progress we must abandon the
notion of cause and effect, and look for a
'self-consistent solution' which is favourable
for the electrons and favourable for the
atoms.”
“Complexity is not about details,” says
Ackland. “It is all about creating simple
models – asking simple questions which
produce complex answers.”
So next time you are looking for free energy,
or trying to anticipate the next important
economic trend and increase your company’s
profits, computer models – and threedimensional billiards – may be the answer.
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